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We are concerned with extracting some basic design principles that render 
biological immune networks adaptable to widely different environments. 
By adaptive we mean here that the system will reconfigure itself to an 
unspecified environment in such a way that it both maintains its ongoing 
dynamics and displays a behaviour that reveals a degree of inductive 
learning about environmental regularities. Such adaptive, learning perfor
mance is grounded on the strategy of maintaining a high rate of replacement 
of the network components. 

In this broad sense, immune networks seem to have something in 
~ommon with the artificial networks inspired from evolutionary principles, 
introduced a few years ago as Classifier Systems (CFS) by Holland (1975, 
1984). CFSs were introduced in order to gain the adaptive flexibility 
needed to escape the 'brittleness' of other known cognitive systems, includ
ing neural networks. The idea was to provide the system with a basic 
biological strategy of replacement: genetic algorithms. One uses those 
network components that already seem to be providing a robust contribu
tion to a good performance as a whole in order to generate new components 
by slight variations, in a manner akin to genetic recombinations, chro
mosomic translocations or point mutations. A number of recent studies 
have been concerned with the more detailed capabilities and performances 
of such systems to specific situations (Grefenstette, 1987; Robertson and 
Riolo, 1988). 

In studying immune networks we have remarked that they appear to 
provide a different strategy for adaptiveness. Using unique somatic genetic 
principles for the continuous generation of diversity (novelty), immune 
networks introduce new components (lymphocytes) and thus update their 
structure by recruitment from a permanently existing pool of potential 
candidates; this recruitment is done on the basis of the global state of the 
network. The biological details and background for these conclusions has 
been presented elsewhere (Varela et al., 1988). 

With this in mind, our purpose here is twofold. First, our aim is to 
introduce a mathematical framework to express this kind of adaptive dyna-
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mical system in a precise fashion. We propose that differential inclusions 
and viability theory as developed by Jean-Pierre Aubin (Aubin and Cellina, 
1984; Aubin, 1988a,b), might be suited to the task. In the following section 
we introduce this formalism and derive some consequences for the viability 
of immune networks. Second, in the next section, this framework allows us 
to compare CFS and immune approaches to viability and adaptiveness. 
The final remarks in the last section shed some light on the relationship 
between adaptation and learning, based on the unifying frame of viability 
theory. 

Since it is not possible to cover here the background material in CFS, 
differential inclusions, and immune networks, we are forced to assume 
either that the reader is familiar with this background, or that he has access 
to the references which we cite in this paper. 

A FRAMEWORK FOR VIABILITY THEORY 

The explicit construction of viability theory was motivated by the study of 
the evolution of macrosystems arising typically in economics and biology. 
Differential equations of some relevant variables have been a very popular 
choice in the modelling and simulation of the dynamics of these systems. 
For definiteness let us assume that the system is defined by N variables 
x1 (t), ... , xN(t) constituting the state X(t)E.~Nat instant t. One then tries 
to capture the rate of variation of X by: 

dx 
-' (t) = <l>,(X(t), u,(t)) 
dt 

(9 .1 a) 

(9.1 b) 

We will say that <l>i is the dynamical law (or rule) of the system and that u1 

represents its internal environment (or its control, depending on context). It 
is assumed that <I>,, u1 are given, otherwise we could not determine the 
precise state of the system at an instant t, which is, after all, what modelling 
is about. 

But can we really determine the precise state of a complex system and its 
internal environment at t? Think of an economy, population genetics, or 
immune systems: do we really know how to provide the required descrip
tions? Will we ever know? We would say that the more complex the system 
is, the more negative the answers to these questions will be. In fact there 
is a circularity here: we tend to think of a system as complex when it forces 
us to answer negatively. 

Can we keep something from the differential equations approach? We 
can agree that modelling a system implies that if we are given the state of 
the system and of its internal environment at t, we should be able to predict 



114 F.J. VARELA, V. SANCHEZ-LEIGHTON AND A. COUTINHO 

the state of the system with some success. A little bit later we should be able 
to predict the same for, say, t+dt. But once we are in t+dt and we try to 
go on with our infinitesimal sequence of predictions, who will give us the 
state of the internal environment? Obviously, we don't have an equation for 
it, otherwise we would have included it in the system itself. 

An interesting alternative to consider is to settle for less: perhaps we can 
specify some possible range of states, some broad constraints of the internal 
environment at t + dt? The aim of viability theory is to exploit this natural 
option. There obviously is a relation between the system and its internal 
environment, and this relation belongs intrinsically to the modelling of the 
system. We may be quite ignorant of the details of this relation, apart from 
being able to observe it and ascertain that the system is viable in its 
(internal) environment. Viability theory proposes to concentrate on 
reducing this opaqueness by expressing internal environment and permiss
ible system states as existing within sets: 

U;(t ) E Related_to ( X ( t )) 

X (t) E Allowed c ,,Jll" 

(9.2a) 

(9.2a) 

These sets are assumed as given in the modelling of the system, together 
with the initial state and <I>, in equation (1). This means that, knowing the 
state of the system at t + dt, we have now a hint as to what state the internal 
environment will be in at the same instant, or at least, what it should be to 
permit a coexistence system-(internal) environment, a viable trajectory for 
the system. 

Combining equations (9.1) and (9.2) we obtain a differential inclusion 
(Aubin and Cellina, Ch, 4 and 5, 1984): 

dx 
- '( t ) E <l>,(X (t ), Related to (X (t))) 
dt -

(9.3a) 

<l>;(X (t ), Related_to (X (t))) : = {zl z <l>;(X (t ), u ), 

u E Related_to (X (t )))} (9.3b) 

In this framework the question is: for all initial states (a 1 , ••• , aN) 
( = (x1 (0), ... , xN(O))) in the Allowed viability domain, are there trajec
tories (t,X(t)) of the system that remain in the Allowed viability domain, 
i.e. that are viable? A second and related question is what subset Viable_ 
Related_to (X (t )) of the imposed Related_to(X (t)) is effectively used by 

\ 

the system to regulate its viable evolutions? We can no longer find the 
trajectory as in classical simulation, but viability is a concept at least as rich 
for complex systems. It represents a tight compromise between three 
partners in a tangled dance: a viability domain, a differential dynamics 
(instantaneous), and a sensible system-internal environment relation. This 
dance seems inevitable when considering biological systems. In the domain 
of design, it becomes important only if a degree of adaptiveness is required. 
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Casting an evolutionary network dynamics in terms of differential in
clusions has two important advantages we wish to pursue. First, there is a 
body of results wich permits us, beyond bruteforce simulations, to under
stand some aspects of the behaviour of such complex systems. We will come 
back to this below, when we apply this framework to immune dynamics. 
Second, differential inclusions represent one step towards expressing an \ 
otherwise imprecise but interesting notion: learning and plasticity in 'ev
olutionary' systems is not due to connectivity changes (popular among 
neural modellers), but to changes in the list of participating components. In 1 

other words, classical dynamical systems do not normally include the list of 
participating agents as one of their variables. In a differential inclusion, 
although the total list can be considered still fixed, there is nevertheless an 
explicit way to activate or re-activate some of them (i.e. to have a non-zero 
concentration). This non-deterministic time-dependence of the list of 
network components that are (re)activated is what makes the situation not 
tractable by the classical tools of dynamical systems. 

The viability theory approach to the interesting issue of replacement of 
components in a dynamical network is admittedly somewhat oblique, for 
we are not fully including the list as a modifiable term, but only as changing 
subsets of active variables. To include the list of components fully as a 
variable is equivalent to the following (algorithmic) procedure. The state at 
t is a function from the list of active participants to the real numbers: 

state_at (t ): list_at (t) -> ~ 

Let us first update the list, taking away from it those participants whose 
state will be zero at t + 1 and adding the newly recruited ones: 

list_at (t + 1) = list_at (t) - {i E list_at (t)I state_at (t )(i) 

= - <l>;(t)} u Recruitment_at ( t ) 

then for i E list at (t + 1) we have the normal dynamics in case a par
ticipant was alr;ady there, and a bootstrap for the newly recruited ones: 

state (t + 1) (i) = if iE list_at (t) 

then, state_at (t) = <l>;(t) 

else, Recruitment_bootstrap_at (t, i ) 

This procedure captures the time dependence of the list and the state 
dynamics without using differential inclusions, although the connection is y 
easily seen. However, it cannot be yet expressed in a format where we can 
avail ourselves of the tools of analysis. Hence for the time being we prefer 
to settle for the (somewhat indirect) approach offered by viability theory 
and a fixed list of potential participants and equations, where the active list 
is simulated by the participants with a non-zero state. 
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IMMUNE NETWORKS AS VIABLE SYSTEMS 

In the case of the immune system (IS) we can make the assignments shown 
in Table 9 .1. We concentrate here on the necessary internal environment 
of resting lymphocytes making possible immune dynamics. In later papers 
we will discuss the extension to other forms of internal environments, 
especially tissue markers, and eventually to external environments as 
incoming antigens. 

Table 9.1. The internal environment of resting lymphocytes. 

Viability theory 

State (X (t)) 

Immune networks 

Concentrations of all possible antibodies at a given 
instant (t) 

Antibody concentrations bounded within some Viability domain 
(Allowed) basic constraints (i.e. not being all zero, non-negative) 

Internal environment 

Relation system
environment 
(Related to) 

Bone marrow and available resting lymphocytes 

Recruitment of resting lymphocyte into network 

The dynamical laws that describe immune networks have been presented 
and justified in detail elsewhere (Varela et al., 1988). We will restrict 
ourselves here to a few remarks for the sake of making this paper self
contained. The variables in these equations take positive real values, but 
their index i E [l,N], although finite, is intended to number locations in a 
five- or six-dimensional manifold of molecular shapes, or shape space 
(Perelson and Oster, 1979). The immune system is viewed here as contain
ing two relevant variables: the concentration of free (f) and bound (b) 
antibodies of a list for i E [ l ,N]. These species interact amongst each other 
by their chemical affinity m,J which does not change. At any given time the 
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total sum of the repertoire capable of binding at some species i represents 
the sensitivity a, of the entire system. Free antibodies are produced by the 
lymphocytes that advertise them on their surface by a process of maturation 
(Mat) which is a function of the sensitivity (Figure 9.1), and their activity 
is diminished by their binding to other species in their environment. 
Lymphocytes capable of producing such antibodies of species i, increase in 
number (if they are present) through a proliferation function (Prol) also on 
the basis of sensitivities (Figure 9.1), but they also decrease in numbers by 
cell death at rate k or by maturing into lymphocytes producing free antibo
dies. Finally, the plasticity of the system is embedded in Recruit: species 
i in the list can be added to the network (i.e. become active, have a non-zero 
concentration) at all times through the recruitment of lymphocytes from an 
available pool of resting lymphocytes constantly provided by the bone 
marrow, Related_to (j1 (t), ... ,f N(t),b1 (t), ... , bN(t)). This recruitment 
is also made on the basis of the current sensitivity. 

More precisely, for i E [l,N] the differential dynamics of immune 
networks is given as follows. Let 

X = U1, • • • ,fN, b1, · • · ,bN) 

a,c,) I m,1/j(t), 

then, 

d+ 
...'!...!. (t) 
dt 

- aj,(t) + Mat (a,(t)) b;(t) 

(state of the system) 

(sensitivity) 

(9.4a) 

db 
-'(t) 
dt 

b1(t)[k + Mat (a1(t))] + Prol (a,(t))b ,(t) (9.4b) 

+ Recruit [i, t] 

Recruit [i, t] E Related_to (j1 (t), ... , f N(t), b1 (t), ... , bN(t),) (9.4c) 

Allowed = {XI O ~ f,, b1 ~ Max; I (Jj(t)) ?= Min} c .~2N (9.4d) 

In this frame the viable trajectories are what could be called the behaviour 
of the immune system in its close relationships to its most relevant internal 
environment, the bone marrow and the pool of resting lymphocytes. 
Clearly, one can add another term in Equation (9.4a) for the binding to the 
rest of molecules from other possible environments (i.e. tissue markers, or 
incoming antigens), since they would correspond to species in shape space. 
For the time being, however, we wish to concentrate on the self-consistency 
of the immune system. The situation is not arbitrary, since 'antigen-free' 
mice do develop a normal immune network (Pereira et al., 1986) . 

Viablity theory gives necessary and sufficient conditions for this beha-
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viour not to be empty . It also narrows, as we already hinted, the Related_to 
() relation to a subset Viable_Related_to() relation, such that: 

(a) Viable_Related_to (X (t )) c Related_to (X (t)) 
(b) for almost all t during the viable trajectories we have: 

Recruit [i, t] E Viable_Related_to (X (t)) 

This relation is built using the notion of tangent cones on Related_to and 
Allowed (see Aubin and Cellina, 1984). So the dynamical system, when 
viable, knows how to react to the constraints imposed on it (by Allowed by 
modifying the 'd priori' Related_to relation to provide 'a posteriori' Via
ble Related to relation. - -

Thus, a basic result of viability theory (see Aubin and Cellina, 1984) 
applied to the immune system Equations (9.4a) to (9.4d), gives the follow
ing VIABILITY THEOREM FOR IMMUNE NETWORK BEHAVIOUR: 

If the sets of v elocities <I>, ( X, U ) are convex and ( umf ormly ) bounded, then 
the immune system has viable trajectories if and only if Viable_Related_ 
to ( X ) is not empty ( i .e. Recruit is defined for some i at some t ) . Viable 
trajectories are thus obtained in Equation ( 9 .4 ) by using the Viable_ Rela
ted_ to relation instead of the Related_to relation in Equation ( 9.4c ) . 

Recruit [i, t ) E Viable_Related_to (f, (t ), . .. , f N( t ), 

b, (t ), ... ' bN( t ), ) 

(9.4e) 

Convexity of the set of velocities means that if two velocities can be 
chosen, so can the intermediate ones. The rate of change of the system is 
thus chosen from a densely rich set. Metaphorically speaking, if at a given 
instant the system may opt between a sharp left, and a sharp right turn, this 
is because all the possible intermediate turning directions can also be 
selected . In our case, since the dynamical law is linear with respect to the 
recruitment process, this convexity requirement means that the set Rela
ted to is also convex. 

If we now interpret this mathematical result biologically, it is important 
to ask ourselves if the pool of available lymphocytes is convex (i.e. filling the 
entire shape space homogeneously). In fact, the bone marrow produces a 
biased repertoire of lymphocytes, according to sequence constraints in the 
set of germ-line genes encoding variable regions of antigens (V H, D, JH, Vu 
and J L) in each individual (Broder and Riblet, 1984). There are a multiplic
ity of V, D, and J genes from which large number of combinations result. 
Further, expressed antibody genes are produced by 'error-prone ' recom
bination mechanisms which include unspecified additions and the genera
tion of novel sequences. All of this contributes to generate an enormously 
large diversity in the pool of resting lymphocytes which can potentially be 
recruited (Ton~gawa, 1983). Of some 3 x 107 new resting lymphocytes 
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species produced every day in a mouse, 80 per cent to 90 per cent are 
washed off in a few days (Freitas, Rocha and Coutinho, 1986). This app
arently wasteful behaviour might in fact be explained as a contribution to 
the convexity of the set Related_to, in order to secure viability. A final 
factor contributing to smoothness in this context is the typically degenerate 
nature of antibody interaction, which amounts to a large area of influence 
of each species in shape space. An interesting example of violation of this 
convexity condition is provided by the 'moth-eaten' mouse mutant which 
for genetic reasons express only a very limited spectrum of the species 
repertoire. Interestingly, these mice suffer from autoimmune diseases and 
immunodeficiency (M .A., Marcos, personal communication). 

The system in its evolution projects its internal image of the environment 
(internal or otherwise) by building the Viable_Related_to (X): it says 
which u's are acceptable, in order to respect the viability constraint. The 
system thus 'knows' which are the environments that give it a chance of 
remaining viable, of surviving. Indeed the links between the <Di's, Allowed 
and Related_to are very strong: once the first and the second are chosen 
(by design), the latter will sculpt inevitably the space of the states of the 
environment that make viable the internal dynamics of the system. In terms 
of the molecular mechanisms of the immune system Related_to (X) and 
Viable_Related_to (X) are based on the degree of connectivity of every 
potential resting lymphocyte with the state of the network. The larger the 
Related_to (X ) subsets, the more likely for Viable_Related_to (X) to be 
non empty, and hence the more likely for the system to be viable. Converse
ly, the stronger the constraints, the more likely that Viable_Related_ 
to (X) will be empty and that viability will fail. All in all, it is clear how 
viability depends upon a right balance between the size ofRelated_to (X) 
and Allowed as expressed in Viable_Related_to (X) which is computed 
from them both. As a rule the larger the Related_to (X ) subsets the more 
robust will the system be. 

A perfectly deterministic differential inclusion (i.e. where Related_ 
to (X) is reduced to one element) obviously verifies the convexity con
straint, but is not likely to obey the viability condition (i.e. that Via
ble_Related_to (X (t)) is not empty) requiring in fact that velocities point 
inwardly relative to the viability domain. The system then 'gives no choice' 
to the environment for an ongoing coexistence since there are no available 
recruits to meet this inwardness condition. 

CLASSIFIERS AND IMMUNE SYSTEMS 

In the framework within which we have been working, the mechanisms of 
learning are sharply focused: they are expressed as the procedure Rela
ted_to, to engender a set wherein choices can be made for viable trajec
tories. This is why our computer-code-like way of writing these sets is not 
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mere whim. The question how best to understand the kind of adaptive 
strategies, learning algorithms, and inference procedures that immune 
systems suggests to us as a viable system. One mode of answering that 
question is to provide an explicit representation as we have done above. 
Another is to compare with CFSs which are also viable adaptive systems, 
but which use a drastically different procedure to replace the acting com
ponents of a network system. 

The similarities between immune networks and CFS are quite imm
ediate and have already been remarked in the context of a different model 
of immune dynamics (Doyne Farmer et al., 1987). The following Table 9.2 
makes explicit the corresponding features in our framework: 

Table 9.2. CFS's and Immune networks compared 

CFS 

message space 
messages 
classifier 
conditions 
action 
strength 
specificity 
tax 
? ? 
bidding 

Immune networks 

shape space 
idiotypes, antigens 
antibody clone 
binding, affinity 
proliferation, maturation 
concentration 
degeneracy 
cell death 
network sensivity 
cross-reaction 
? ? (network rules?) 
recruitment heuristic 

bucket brigade 
genetic heuristic 
payoff regulation of selfcomponents, antigens 

removal, etc. 

Typically a classifier system may be written in roughly the same kind of 
non-linear equations asthe immune networks described in our approach. 
Following the notational equivalences just mentioned one obtains: 

dx 
-d ' = c,( L muvP (xj) - /3 L mj,xji/J(xj ) 

t j j 
(9.5a) 

- kx1 + Genetic [i, t] 

Genetic [i, t] E Related_to (x(t)), (9.5b) 

or paraphrasing in the nomenclature normally used in the CFS literature: 

dx, = payoffs - bids - tax + genetic heuristic 
dt 

genetic heuristic = Recombinations (components of the network) 

The (non-linear) functions 4', ¢ depend on the specific CFS under 
consideration; the reversal of the index in the summation indicates the 
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differences between payoff and bidding. Equation (9.5a) represents the 
dynamical law running the system. What is not classical about such dif
ferential equations is, again, the last term, which allows the introduction of j' 
new species according to the particular heuristic chosen in Equation (9.5b), 
whence its differential inclusion character. 

This formulation is quite different from the one proposed by Holland 
himself (1986). We have chosen it so as to facilitate the comparisons 
between both classes of viable systems. They seem to differ in two impor
tant respects. First, the basic dynamical law governing the system is ob
viously different in each case. This is to be expected since both laws attempt 
to capture two disjoint domains. This is in contradiction to the view 
proposed by Doyne Farmer et al. ( 1987), where both systems coincide even 
at this equational level. The grounds for this difference is that our formula
tion is not based on modelling clonal selection for immune responses as 
theirs is, but rather the on-going self-compatibility of an idiotype network 
subserving molecular identity (Varela et al., 1988). In spite of this funda
mentally different orientation, however, it is clear that both our formula
tions for the immune dynamics and a generic CFS follow the same broad 
family of non-linear differential equations, and can be captured as differen
tial inclusions. 

A second and more interesting distinction is at the level of the kind of 
Related_to proposed by either approach. In CFS the differential inclusion 
is built through genetic algorithms that essentially take neighbour com
ponents to add to the list [i] of active agents, thus updating its composition. 
In fact this heuristic has some limitations, and to obtain a reasonable 
performance, it is also necessary to have covering algorithms which add new ,( 
components by a random search in message space, taking into account 
non-responsiveness to current inputs (Robertson and Riolo, 1988). The 
immune strategy seems to propose an interesting alternative. It will add 
new components by selecting from a given pool always provided by the 
bone marrow and which has some genetic bias, giving a non-uniform 
distribution over shape space. But selection from this pool is done on the 
basis of the current global state of the network, more specifically according 
to the sensitivity of the network at each point in shape space. 

In its current formulations, CFSs use adaption as a learning algorithm ' 
for the performance of a specific task prescribed by the designer. In 
contrast, our view of the immune system is not task-oriented: we are 
concerned with its normal biological operation as a viable system. Thus, 
there is no 'informative' action of the environment on the system such as 
'payoffs'; on the contrary, the internal environment 'reveals', in its interac
tion with the system, the mechanism the latter hosts to remain viable. 
There is a shift here from the normal view of learning as a playback of what 
was learned, to learning as adaption-discovery: the environment develops 
(as in photography) the image of the system. 
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This choice represents for us the need to move beyond the immune 
system as a simple defence system, to one where the internal self-consis
tency is the central issue. Clearly, we can extend the current model by 
adding provisions in the equations for interaction with an 'external' en
vironment such as antigens. This would place the immune system and 
CFS, on the same performance basis, and it would be possible to define a 
classical learning behaviour. For instance, this model immune system could 
learn to 'recognize' patterns of antigen sequences presented to it. We are 
currently engaged in a series of tests of this capability in situations where 
CFS have already been evaluated. 

Although we do agree that such performance tests do represent a necess
ary step of understanding evaluation of these learning mechanisms, it also 
seems important to bear in mind what living immune systems suggest: the 
role of inner-environments endowing the system with an important degree of 
autonomy which cannot be simply expressed as payoff in well specified 
tasks. Our study of immune networks suggests that even if such inner
environments can be considered as 'components' of the system, their re
levance for the dynamics of the system as a whole, and the peculiar relations 
they maintain with it, justify a special treatment and a sharper focus. 
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